
  

  
Abstract—A primary challenge of agent-based policy 

learning in complex and uncertain environments is escalating 
computational complexity with the size of the task space and the 
number of agents. Nonetheless, there is ample evidence in the 
natural world that high functioning social mammals learn to 
solve complex problems with ease. This ability to solve 
computationally intractable problems stems in part from brain 
circuits for hierarchical representation of state and action 
spaces and learned policies arising from these representations. 
Using such mechanisms for state representation and action 
abstraction, we constrain state-action choices in reinforcement 
learning in order to improve learning efficiency and 
generalization of learned policies within a single-agent herding 
task. We show that satisficing and generalizable policies emerge, 
which reduce computational cost, and/or memory resources. 
 

Index Terms—Markov decision process; reinforcement 
learning; hierarchical state representation; robotic herding. 
 

I. INTRODUCTION 
Evidence from the natural world shows that mammals 

outperform machines in task domains relevant to both 
mammals and autonomous systems, e.g., hunting, tracking, 
foraging, and patrolling. These problems can be described 
mathematically as variants of a Markov decision process 
(MDP), which are proven to have complexity ranging from 
P-complete (MDP) to non-deterministic exponential or 
NEXP (decentralized-MDP) [1], [2]. How is it that mammals 
solve problems that we model as computationally hard or 
intractable? A large body of knowledge in neuroscience 
indicates that brain circuits give rise to computational 
operations that include hierarchical data structuring through 
clustering, embedded sequences, hash coding, reinforcement 
learning, and others [3], [4]. Drawing on themes from [3], [4], 
this paper explores learning derived from hierarchical and 
abstract representations of state and action spaces to reduce 
complexity in a single-agent learning task. These concise 
representations reduce the number of state-action pairs, and 
importantly, also reduce memory resources required in 
learning. In addition to improving learning efficiency, we 
seek to enhance the ability to generalize learned policies. 

The concept of hierarchical representation of a state space 
for reducing a high dimensional or large state space is not 
new; methodologies for such representations are varied and 
applications have generally been limited to benchmark-type 
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tasks. Construction of a state space based on statistical 
sampling can be performed in many ways, e.g., kernels, basis 
functions and Gibbs sampling [5], [6], [7]. An issue for this 
kind of state space construction is that of determining the 
resolution of the state space in advance, and thus these 
approaches can be impractical for complicated task domains. 
Another approach is based on pattern analysis of state 
features. Starting from a mass of states, a bottom-up scheme 
examines similarity of neighboring states, groups similar 
states into one state, and partitions the state space [8]. Mean 
and standard deviation of a reward was first used to 
determine the homogeneity of states in [8]. Rather than a 
bottom-up scheme, [9], [10] construct the state space from 
one initial super state, which provides a flexible framework 
for the learning agent to self-construct the state space with 
minimal algorithmic setup. A statistical test applied to a 
Q-value or to a change in Q-value for a state is introduced in 
[9], [10]. These algorithms have been tested in robotic and 
control tasks such as the Mountain Car [10], pole balancing 
[10], grid-based navigation [8] and soccer [9].  

Methods for abstracting an action space presented in 
previous work include options, hierarchies of abstract 
machines (HAM), and MAXQ reinforcement learning [11], 
[12], [13], [14]. Options are learned in order to group 
sequences of primitive actions into a more abstract super 
action [12], while HAM and MAXQ focus on structural 
decomposition of a task domain [13], [14]. HAM and MAXQ 
require careful work flowchart design a priori.  

This paper applies reinforcement learning of state-action 
space hierarchies to agent-based herding, a task that is 
learned, e.g., by sheepdogs, chimpanzees, and dolphins. We 
use a criterion derived from a clustering algorithm to measure 
similarity of data points in a state. Additionally, we define 
abstract actions as intuitive “commands” or options that 
assume that the agent has basic low-level motor primitives, 
such as setting a velocity or direction. Besides policy 
convergence, we assess the algorithm’s efficiency both 
computationally and in memory usage. Moreover, we also 
consider the ability to generalize the learned policy to new 
instances of the task that were not explored during the 
learning phase. Single-agent herding is a precursor and 
prerequisite to a more complex multi-agent tracking/hunting 
task, in which state complexity is further increased due to the 
presence of other agents and heterogeneous roles. 

The paper is organized as follows. Section II provides a 
formal definition of the flock model and herding task. Section 
III reviews reinforcement learning, analyzes the complexity 
of the single-agent herding task, and details the methodology 
for reducing complexity through hierarchical state 
representation and abstract actions. Simulation results and 
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analyses are given in Section IV. 
 

II. FLOCK MODEL AND TASK DESCRIPTION 
In the herding task, an agent must cause a flock of reactive 

agents to move to a goal location. Individual agents in the 
flock respond to the herding agent, other herded agents and a 
boundary, as in a dog herding sheep. Magnitudes and 
directions of these motion components are governed by a 
potential function whose parameters can be adjusted to 
emulate flocking behavior as in [15].  

The flock model is based on potential field theory [16], 
which incorporates attraction and repulsion to describe the 
kinetics of moving agents. In this model, the motion of each 
herded agent k in the flock has a potential function with three 
components: c1 to keep a reactive agent close to fellow 
reactive agents while avoiding collision; c2 to repel from the 
herding agent; and c3 to repel the reactive agent from the 
boundary of the environment: 
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dAi is the distance from the reactive agent to its neighboring 
agent, shift is a compensation term to prevent agents from 
getting too close, dH is the distance to the herding agent, and 
dB is the distance to the boundary. K1, K2, K3 and K4 are 
kinetic parameters. N is the number of agents in the flock. 
The magnitude and direction of the reactive agent’s response 
is associated with the distance and direction for each 
component as indicated in eq. (2-4). In addition, the reactive 
agent has a maximum velocity of vm. 

In the herding task, reactive agents can move in a circle 
whose center is the origin and whose diameter is D. The 
position of the flock is defined by its center of mass (COM). 
The goal is located at PG. “Success” in reaching the goal is 
defined as the COM of the flock staying within a specified 
range dG of the goal. The state is defined as {d1,d2,θ} where 
d1 is the distance from herder to goal, d2 is the distance from 
COM to goal, and θ is the angle between vectors from herder 
and COM to goal, as in Fig. 1. The herder updates its state 
with a frequency f. Based on this information, which is 
similar to that used in [15], the herder uses its learned policy 
to generate its velocity vector in order to drive the flock to the 
goal, or, the task terminates when the time exceeds Tf.  

 

III. REINFORCEMENT LEARNING AND HIERARCHICAL STATE 
REPRESENTATION 

A. Reinforcement Learning 
A Markov decision process (MDP) is a mathematical 

framework for solving sequential decision-making problems 
in stochastic domains. A MDP of a single-agent system is 

formally defined as a 4-tuple <S, A, P, R>. S is a set of states 
s∈ S; A is a finite action set available to the learning agent 
with ai ∈ A; P is a transitional probability ( )| , iP s s a′  that 
represents the probability of transition from state s to state s' 

 

 
Fig. 1. Agent-based herding task. 

 
with ai∈ A; P is a transitional probability ( )| , iP s s a′  that 

represents the probability of transition from state s to state s' 
due to action ai taken by the agent; and R is the reward 
function of s and a. Computational complexity of a MDP and 
its variants is presented in [1] and is reviewed here for a 
herding task in which the size of the state-action space is a 
measure of complexity.  

Q-learning, a reinforcement learning algorithm based on 
updating state-action Q values at each time step, is used here 
to solve the herding task, which is modeled as an MDP [17]: 

 

1 1'
( , ) (1 ) ( , ) [ max{ ( ', ')}]t t t t ta

Q s a Q s a r Q s aα α γ− −= − + +        (5) 

s and s' are the state at time step t-1 and t, a is the action 
taken at state s, r is the reward received from the environment 
at time step t, αt∈ (0,1] is the learning rate, and γ∈ [0,1] is the 
discount factor. The best found policy is recorded in π*: 

* arg max ( , )
a

Q s aπ =                               (6) 

The convergence of single-agent Q-learning has been 
proven in [18] with conditions of action-value pairs visited 
indefinitely often and αt satisfying 
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In addition to asynchronous learning, Q-learning can be 
interrupted and will return the best policy found thus far. This 
feature makes Q-learning a rational choice when there is a 
constraint on computation cost.   

B. Complexity 
Complexity of single-agent herding arises from 

discretization of continuous state and action spaces for 
describing relative location and for setting velocity and 
direction of the herder, as in numerous path planning and 
navigation problems [19]. Considering the COM of the flock 
to represent its aggregate location, {d1,d2,θ} can represent the 
continuous state space describing relative location of the 
herder, COM, and goal location. A discrete representation of 

this space has size
3

1 ii
n

=
Π , where ni is the number of discrete 

bins for each element of the state space. The action space also 
contributes to learning complexity. A traditional approach to 
describing the action space is to discretize the continuous 
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space establishing heading angle of the herder as indicated by 
the blue and red lines in Fig. 2a; hence, for an action space of 

size a, the number of state-action pairs is of order
3

1 ii
a n

=
Π .  

From options theory [12], the action space can be reduced 
by abstracting the concrete actions established by 
discretizing the continuous action space into a reduced set of 
actions. For the herding problem, we abstract the action space 
to six actions, which allow the herder to “Go toward” the 
flock, “Approach from the left or right”, “Go around the 
flock from the left or right” and “Stop” as denoted by the pink 
arcs and stop sign in Fig. 2b. The command-like abstract 
action set stems from training of sheepdogs, where a 
shepherd may call out a finite set of commands. 

C. Tree-Based Hierarchical State Representation 
A coarse resolution of the continuous state space might not 

lead to a learned policy due to insufficient state information; 
conversely, a fine resolution results in a state space that is too 
large to explore. In this paper, we provide a hierarchical state 
representation to reduce state space complexity. The 
hierarchical representation is based on a decision-tree in 
which visited states are clustered according to similarity, 
characterized by patterns of action policies as in [9, [10]. 
States are clustered using a top-down scheme. Initially, there 
exists a single super-state, which is sequentially partitioned 
into subspaces as learning proceeds. The continuous state 
space need not be discretized for clustering.  

The decision-tree-based (DTB) state representation is 
constructed by a sequence of judgments along a tree graph, 
where branches split the state space into subspaces, and 
subspaces are further split, when dissimilarity of action 
policies in a given node exceeds a threshold. This 

representation reduces the state space from 
3

1 ii
n

=
Π to O(2d), 

where d is the depth of the graph. In essence, what is learned 
is not a specific policy (sequence of actions) for a given set of 
initial conditions, but rather a state representation is learned 
along with a mapping associating subspaces of the state space 
with sequences of actions from each subspace. For instance, 
in Fig. 2c, which combines abstract actions with the 
decision-tree based representation (AA+DTB), in the green 
region, the dominant policy is “Go around the flock from 
left,” and in the red region, the dominant policy is “Go 
around from the right.” 

The algorithm for growing the DTB hierarchical state 
representation is executed periodically dependent on 
accumulation of data for changes in Q values ΔQ(s,ai). When 
sufficient data exists, the algorithm evaluates the similarity M 
of two data sets D1 and D2 sampled from two data histories, 
which are divided by a proposed threshold Th in one 
dimension of the state space: 
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d1i∈ D1, d2i∈ D2, and |D1|=|D2|. When any similarity M is 
below a threshold Mo, then splitting of a node is performed 
and the decision tree grows, as in the algorithm shown in 
Table I.  

 

TABLE I: ALGORITHM OF GROWTH OF DTB HIERARCHICAL STATE 
REPRESENTATION 

if #Visits of a state s exceeds Ns*   
Pull the dataset of ΔQ(s,ai) associated with state s; 
for all proposed thresholds Th ∈Range 

        Sort data of ΔQ(s,ai) into two groups according to Th; 
        Sampled data set D1 and D2 drawn from the above two groups; 

    Measure the similarity M of D1 and D2; 
    if M < Mo** 
        Store M and Th as Mo and Tho; 
    end if 
end for 
if Tho is not empty 
    Do split state s into two states according to Tho; 
    // update information for old state s 
    Left = new state1; 
    Right = new state 2; 
    Threshold = Tho; 
    // update for new states 
    Initialize new state s' & s''; (Inherit Range from old state and Tho ) 
end if 

*   Ns controls the frequency of inquiry of splitting criterion; 
** Mo is defined so as to have a large difference between two data sets. 

 

IV. RESULTS AND ANALYSIS 
We compare empirical performance of learning with 

hierarchical state representation for three cases: (1) CA, the 
traditional discretized representation of the continuous state 

and concrete action space, with 
3

1
16 16 32 8192ii

n
=
Π = × × =  and 

a = 33 (32 discrete directions and “Stop” action); (2) AA, 
which assumes the same discretized state space and the 
abstract action space described above with a = 6; and (3) 
AA+DTB, which learns a hierarchical state representation 
and retains the abstract action space with a = 6. Flock model 
parameters and task environment parameters simulations are 
specified as follows: K1 = K3 = 1, K2 = 0.8, K4 = 0.02, shift = 
0.05 m, D = 7 m, PG = (0,-2.8), dG = 0.25 m, f = 20Hz,        Tf 

= 20s. We carry out 15,000 trials to evaluate policy 
convergence. Each trial starts with random initial locations of 
the herder and the flock COM, and terminates either when the 
herder succeeds or when the simulation time exceeds Tf. 

 

 
(a) Concrete action set (CA)             (b) Abstract action set (AA) 

                                              
(c) Abstract action set and DTB state representation (AA+DTB) 

Fig. 2. Abstract action and decision-tree-based state representation in 
agent-based herding problem. 
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During the learning phase, the initial position of COM of 
the flock and herder is constrained to keep the flock between 
the herder and the goal, but is otherwise random within this 
constraint. We impose this constraint during learning in order 
to evaluate the ability to generalize learned policies to initial 
conditions that violate this constraint. 
 

 
Fig. 3. Convergence of success rate and number of distinct visited states vs. 
trials for three learning methods with different strategies of state and action 

space representation. 
 

 
Fig. 4. Progression of learning hierarchical state representation during 

AA+DTB learning and subspace distribution of states (Colorwheel denotes 
partitions of each subspace in the final tree). 

 
Fig. 5. Trajectories of herding agent and COM of flock in simulation 

experiments with different initial conditions (square: the goal; triangle: the 
flock COM; circle: the herder). 

A. Learning Phase 
Fig. 3 shows the success rate in learning and the number of 

distinct states visited during learning against number of trials. 
For the abstract action and decision-tree-based representation 
(AA+DTB), each triangle marker in Fig. 3 corresponds to a 
learning trial in which the learned hierarchical state space 
changes due to splitting of a node in the decision tree. Figure 

3 also shows the number of unique states visited during 
learning for each of the three representations. 

Examining convergence properties and the number of 
distinct states visited in Figure 3 shows that action space 
abstraction improves learning efficiency substantially 
because the learning system is less likely to visit useless 
states (circles shown in light gray in Fig. 2a and 2b).  Adding 
the DTB representation degrades convergence in comparison 
to action space abstraction, because the hierarchical state 
representation must be constructed (learned) as new states are 
visited during learning, and action policies are re-learned 
when new states are generated in the decision tree. This is 
indicated by a temporary decrease in success rate after 
hollow triangle markers in   Fig. 3. Nonetheless, the number 
of distinct states visited during DTB learning is reduced by 
an order of magnitude over AA and two orders of magnitude 
over CA. After 14,000 trials, the number of distinct states 
visited for CA is over 2,000 and ~500 states are visited for 
AA; however, for the DTB state representation, only 11 
distinct states are in use after the hierarchical state 
representation is learned, and the depth of the DTB 
representation after 14,000 trials is     d = 5. Note that 21 
states appearing in Fig. 3 for the AA+DTB representation 
represent all states visited along the learning process, 
however, some of these states are split and are no longer used 
to identify a distinct state at the end of learning, which gives 
rise to the fact that only 11 distinct states are required to 
represent the state space once learning has converged.   

Fig. 4 shows the progression of the developing state 
representation. Each snapshot shows the state representation 
when a new state is generated. The colorwheel in Fig. 4 is 
coded by state and represents the size of the subspace 
associated with each state. A hierarchical representation that 
is largely unrelated to d1 emerges, and the colorwheel 
therefore shows subspaces in terms of d2 (distance from the 
origin of the colorwheel) and θ  (angle subtended by each 
state within the colorwheel) only. These results show that the 
learned hierarchical representation not only “maps” large 
portions of the state space to an associated action space, but 
can also provide fine-grained distinctions between states 
when needed and can reduce state space dimensionality. 

This asymmetric division of the state space reduces 
complexity substantially; simple state and associated policy 
representations are achieved by integrating action abstraction 
with clustering and sequencing through the DTB state 
representation, just as mammals construct, retrieve, and 
process information through thalamocortical circuits [3], [4]. 
Furthermore, the large reduction in the size of the state-action 
space reduces memory requirements, which is of importance 
especially when agents learn a number of tasks concurrently.  

B. Policy Evaluation 
Fig. 5 shows trajectories for policies arising from 

AA+DTB learning applied to six different sets of initial 
conditions. In each case, the herding agent uses its learned 
policy to successfully drive the flock to the goal. The states 
that the herding agent encounters are denoted by color 
corresponding to the colorwheel in Fig. 4. Because the initial 
conditions vary, the herding agent will visit different absolute 
locations, but similar clustered states. In Fig. 5, a rich set of 
dynamic behaviors (indicated by the variety of trajectories) 
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emerge despite the sparse state and action space 
representations. For example, cases 1-2 have similar initial 
conditions and similar outcome of the herding agent driving 
the herd nearly directly to the goal. Nonetheless, the agent’s 
policy execution results in nondeterministic behavior. Case 3 
has an initial agent location similar to cases 1-2, with a 
different flock location; while the state transitions are similar 
to cases 1 and 2, the agent and herd trajectories are quite 
dissimilar. Case 4 has initial conditions that are nearly a 
mirror of Case 3. Thus, the herding agent carries out a series 
of action policies that almost mirror Case 3’s trajectory. 

Cases 5 and 6 are extreme cases compared to the first four 
cases. Case 5 sets up the initial condition of the flock and the 
herder agent such that they are far apart, while Case 6 
purposely violates the constraint on the initial condition 
defined during the learning phase of keeping the flock 
between the herder and the goal. In both cases, the herder 
successfully applies its learned policy. Case 6 indicates of the 
ability to generalize the learned policy to initial conditions 
that are not encountered during the learning phase.  

Fig. 6 shows the trajectories for the six cases of Fig. 5 
plotted in the state space as depicted by the colorwheel in Fig. 
4. Though the trajectories of Cases 1-4 show rich dynamic 
behaviors, the trajectories in the state space are similar. When 
initial conditions take on extreme values (i.e., Cases 5 and 6), 
the herder has the ability to drive the trajectory to a state in 
which it can then apply commonly-used policies to herd the 
flock to the goal. 

 
Fig.  6. Trajectory progresses in state space for above six cases 

 

V. CONCLUSIONS 
Action space abstraction and hierarchical state 

representation are applied to a herding task in order to reduce 
learning complexity. A hierarchical state representation is 
developed according to similarity of action values in different 
state regions. The final algorithm allows a herding agent to 
learn policies that generalize to both similar and extreme 
instances of the task. Reducing complexity in the 
single-agent herding task is a precursor to multi-agent 
herding and tracking in which complexity increases due to 
the presence of multiple learning agents. 
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